
Lecture 8 – Phase Space, Part 2 MATH-GA 2710.001 Mechanics

1 Surfaces of section

Thus far, we have highlighted the value of phase portraits, and seen that valuable information can be extracted
by looking at the evolution of a single trajectory or an ensemble of trajectories in phase space. It is now
time to introduce a more powerful tool invented by Poincaré: the Poincaré section, also known as surface of
section, or Poincaré plot.

For periodically driven systems, such as the periodically driven pendulum we will study here, the idea is
compute a relatively large number of phase space trajectories, but to only retain for each of these trajectories
the position in phase space at times equal to integer multiples of the drive period T : (q(t0), p(t0)), (q(t0 +
T ), p(t0) + T ),. . . ,(q(t0 + nT ), p(t0 + nT )). We can thus take any point in phase space and look at how this
point gets mapped to another point in phase space after one or more periods of the dynamical system. This
map of the phase space onto itself is called a Poincaré map.

We constructed Poincaré sections for the periodically driven pendulum already discussed above (m = 1
kg, l = 1 m, g = 9.8 m.s−2), with a drive frequency ω = 4.2

√
g/l and three different drive amplitudes: A = 0,

A = 0.001, and A = 0.05. For A = 0, there is no drive, and energy is conserved. We thus expect the Poincaré
section to agree with the phase portrait of the simple pendulum. This is indeed the case, as we can see in
Figure 1, where we have imposed the Poincaré plot (black dots) on the usual phase portrait of the simple
pendulum.
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Figure 1: Surface of section for the driven pendulum with zero amplitude drive, superimposed on contours
of the Hamiltonian for the simple (undriven) pendulum. m = 1 kg, l = 1 m, g = 9.8 m.s−2

Let us now see what happens as one increases A to A = 0.001. The result is shown in Figure 2. Interesting
features appear. Observe first the fuzziness near the separatrix. The dots appear to fill an area rather than
just a curve. Trajectories that are such are called chaotic trajectories. We will see a much more widespread
chaotic region as we increase the drive amplitude in the next example. It makes sense that the chaotic region
first appears in the vicinity of the separatrix since a very small difference in the velocity in that region leads
to a very different behavior for the pendulum, which is either oscillating or fully rotating.

For this small drive amplitude, we observe that many trajectories still fill out curves. These trajectories
are called regular trajectories, and the curves they fill out are invariant curves: the Poincaré map maps any
point in such a curve to another point in the curve.

We also notice the presence of “islands”, i.e. closed curves that were not there for the simple pendulum,
and shown in blue and in green in the figure. These islands correspond to resonance regions, where the
pendulum rotates or oscillates in lock with the drive. Each blue island (one up, one down) has a fixed point
for which the pendulum rotates exactly once per cycle of the drive. The green islands correspond to one
single pendulum trajectory. If we were to look at the details of the numerical simulation, we would find that
each island is visited one after the other, in clockwise order. According to the Poincaré map in Figure 2, it
takes 8T to come back to a given island. This may be an artifact of my numerical simulations: for the same
parameters, Sussman and Wisdom seem to only have 6 islands, so the periodicity would be 6T . We will give
a semi-quantitative understanding of the chaotic region and of the islands in Sections 4 and 5 below.

We finally further increase the amplitude of the drive, to A = 0.05. This leads to the Poincaré map shown
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Figure 2: Surface of section for the driven pendulum with drive amplitude A = 0.001 and drive frequency
ω = 4.2

√
g/l, superimposed on contours of the Hamiltonian for the simple (undriven) pendulum. m = 1 kg,

l = 1 m, g = 9.8 m.s−2. Observe the appearance of islands and of a chaotic region near the separatrix

in Figure 3. We can see that chaotic regions are now widespread. Some curves survive, most clearly at small
angles around the stable equilibrium corresponding to a pendulum simply hanging, and at large momenta.
The island chain that was plotted in green in Figure 2 seems to have survived, as well as the blue island.
Other island chains have appeared. It is important to stress that there in fact is much more structure than
is apparent at this scale, and that upon magnification there is a complicated interweaving of chaotic and
regular regions on finer and finer scales. This will make more sense as we explore some of this behavior in
Sections 4 and 5.

2 Exponential divergence

Chaotic trajectories and regular trajectories differ in a significant manner, as we saw by studying surfaces
of section: chaotic trajectories fill out an area in phase space while regular trajectories fill out curves.
Another key difference is that chaotic trajectories are much more sensitive to initial conditions than regular
trajectories. Specifically, if d(t) is the Euclidean distance between two initially nearby chaotic trajectories,
d(t) grows exponentially in time, while d(t) only grows linearly in time for regular trajectories.

The rate of divergence between nearby trajectories is usually estimated as follows. Consider the system
of equations

dz
dt

= F(t, z(t))

governing the evolution of the system along a trajectory z(t), and consider a nearby trajectory z′(t) that
satisfies

dz′

dt
= F(t, z′(t))

If the difference y = z′ − z is small, then its time evolution can be approximated as follows

dy
dt

= F(t, z′(t))− F(t, z(t)) ≈ ∂F
∂z

y(t)

The rate of divergence is given by

γ(t) =
log(d(t)/d(t0))

t− t0
(1)

where d(t) = ||y(t)||, the Euclidean norm of y(t).
The Lyapunov exponent is defined to be the limit of γ(t) as t→∞. For an 2N -dimensional phase-space,

there are 2N Lyapunov exponents, associated with the 2N components of the initial condition y(t0). The
largest Lyapunov exponent has the interpretation as the typical rate of exponential divergence of nearby
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Figure 3: Surface of section for the driven pendulum with drive amplitude A = 0.05 and drive frequency
ω = 4.2

√
g/l, superimposed on contours of the Hamiltonian for the simple (undriven) pendulum. m = 1 kg,

l = 1 m, g = 9.8 m.s−2. Observe the widespread chaotic regions, and the fact that some regular trajectories
still survive

trajectories. It gives the notion of the predictability of the dynamical system. For a two-dimensional phase-
space, the sum of the largest two Lyapunov exponents can be interpreted as the typical rate of growth of the
area of two-dimensional elements.

For Hamiltonian systems, the sum of the Lyapunov exponents for a Hamiltonian system is zero, so the
volume of infinitesimal elements is conserved. Lyapunov exponents for Hamiltonian systems come in pairs:
For every Lyapunov exponent λ, −λ is also an exponent. For every conserved quantity, one of the Lyapunov
exponents is zero. So the Lyapunov exponents can be used to check for the existence of conserved quantities.

3 Linear stability of fixed points

3.1 General formalism

Fixed points on a surface of section correspond either to equilibrium points of the system or to a periodic
motion of the system. Let M be a map of the phase space onto itself. Writing the nth iteration of the map
Mn, the nth point x(n) of a trajectory in a surface of section is given by x(n) = Mn(x(0)). A fixed point
x0 of the map is such that

x0 = M(x0)

Now, let x be some phase space trajectory initially near the fixed point x0, and let y be the deviation from
the fixed point: x(n) = x0 + y(n). The (n+ 1)th point of the trajectory is such that

x(n+ 1) = x0 + y(n+ 1) = M(x0 + y(n)) (2)

Linear stability analysis for fixed points consists in looking at the evolution of the linearized equations. y is
assumed to be small, and Eq.(2) is Taylor expanded to first (linear) order in y:

x0 + y(n+ 1) ≈M(x0) +
∂M

∂x0
y(n)

Hence, linear stability analysis is concerned with solutions to the following linear system of equations with
constant coefficients:

y(n+ 1) =
∂M

∂x0
y(n)
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We assume that the solutions can be written in the form y(n) = ρnα, where ρ is called a characteristic
multiplier, or Floquet multiplier. Then the system of equations takes the form

∂M

∂x0
α = ρα

If R is the matrix representation of ∂M
∂x0

, then ρ is an eigenvalue of R and α an eigenvector. Since the entries
of R are real, its eigenvalues ρ are either real or complex conjugates. The solutions are just exponential
expansion or contraction along the eigenvector α. |ρ| > 1 corresponds to exponential expansion, |ρ| < 1
corresponds to exponential contraction.

3.2 Relationship with Lyapunov exponents

Let us consider the general case in which ρ is complex. We write

ρ = ea+ib

where i is the imaginary number such that i2 = −1. Returning to the expression (1), we see that if the period
of the map is T , then the Lyapunov exponent for this eigenvalue and eigenvector is a/T . |ρ| > 1 means a > 0,
so a positive Lyapunov exponent of a fixed point indicates linear instability.

3.3 Application to Hamiltonian systems

As we mentioned in Section 2, for Hamiltonian systems there are constraints on the Lyapunov exponents due
to the area preserving property of the map M . First, note that the determinant of R can be interpreted as
the Jacobian of the coordinate transformation from one phase space volume to another volume as the initial
volume evolves under the Hamiltonian flow. From Liouville’s theorem, we thus know that

det R = 1

Focusing on the case of two-dimensional surfaces of section, as we have exclusively done so far and will do
until the end of the lecture, this means that the product of the two eigenvalues of R is 1: the two eigenvalues
must be inverses of each other. In particular, if the two eigenvalues are complex conjugate, then they are
complex conjugate pairs on the unit circle.

To conclude, we have the following classification of fixed points:

• Fixed points for which the two ρ lie on the unit circle are called elliptic fixed points. The solutions of
the linearized equations trace ellipses around the fixed point.

• Fixed points with real ρ are called hyperbolic fixed points. There is an exponentially expanding subspace,
and an exponentially contracting subspace, and the general solution is a linear combination of these.

4 Homoclinic tangle

We saw in Figure 2 that the first region where chaos appeared was near the separatrix. We will focus on
this region and look at the phase space motion in its vicinity to uncover unusual behavior first discovered by
Poincaré. Let us first review key properties of the separatrix for the undriven pendulum, whose Hamiltonian
does not depend on time explicitly, and whose phase portrait is given in Figure 1 of Lecture 7. It can be
shown, using the equation of motion of the simple pendulum, that it takes an infinitely long time to approach
the saddle point corresponding to the separatrix. In other words, the separatrix is an unstable fixed point
made up of two trajectories that are asymptotic to the unstable equilibrium both forward and backward in
time (by the periodicity of the problem).

The set of points that are asymptotic to an unstable equilibrium forward in time is called the stable
manifold of the equilibrium. The set of points that are asymptotic to an unstable equilibrium backward in
time is called the unstable manifold. As we have just discussed, for the driven pendulum with zero drive, the
unstable and stable manifolds coincide. What happens once the drive is turned on? It turns out that there
still are one-dimensional sets of points that are asymptotic to the unstable equilibrium forward in time and
backward in time. To see this, first note that the behavior of trajectories near the unstable equilibrium is
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Figure 4: Schematic of the stable and unstable manifolds W s and Wu of the unstable fixed point for the
pendulum, and of the stable and unstable manifolds V s and V u of the linearized system in the vicinity of the
fixed point. Image reproduced from the textbook Structure and Interpretation of Classical Mechanics, MIT
Press (2007), with permission of the authors. This work is licensed under the Creative Commons Attribution
NonCommercial-ShareAlike 3.0 Unported License. To view a copy of this license, visit creativecommons.org.

accurately described by the linearized system. For this system, points in the space spanned by the unstable
eigenvector are asymptotic to the fixed point when mapped backwards in time. Points off this curve fall away
to one side or the other of the unstable fixed point. For the nonlinear system, there must then also be such
a dividing curve: close to the unstable equilibrium, it agrees with the curve given by the linear system, and
away from the fixed point we can guarantee it is a set with zero area, i.e. a curve, by the area-preserving
property of the map.

Thus far we have concluded that with finite drive, there remain a stable and an unstable manifold to the
unstable equilibrium, that do not in general coincide. One may then ask how they are located with respect
to one another. The first part of the answer to this question is that they must cross one another. If they
did not cross one another, they would have to spiral around or run off to infinity. Although we will not do
it in class, it can be shown that for the systems we have studied in this class, there are constraints that do
not allow the manifolds to run away to infinity. It is clear that spiraling is not a viable option either, since
it would eventually contradict the area preservation property of the map. The bottom line is that the stable
and unstable manifold must cross. If the manifolds that cross correspond to the same unstable fixed point,
as in the case we are discussing here, the intersection point is called a homoclinic intersection. If stable and
unstable manifolds that belong to different unstable equilibria cross, the crossing point is called a heteroclinic
intersection.

Now, one can see that if the stable and unstable manifolds cross once, they must actually cross an infinite
number of times. This is because a crossing point belongs to both the stable manifold and the unstable
manifold. The map of a point on the unstable manifold is another point on the unstable manifold. Likewise,
the map of a point on the stable manifold is another point on the stable manifold. Therefore, the map of a
crossing point is another crossing point.

At this point, it is important to recognize that neither the stable manifold nor the unstable manifold can
cross itself. Imagine for example that the stable manifold crossed itself at one point, forming a loop. The
image of this loop under the map is another loop, whose image under the map is also a loop, etc. Now, since
the stable manifold is asymptotic to the unstable equilibrium forward in time, the loops gets closer and closer
to the fixed point. In the neighborhood of the fixed point, we then have a contradiction since the stable
manifold of the linearized map does not have loops.

A final point has to be made to try and visualize the trickiness of the homoclinic tangle. Consider
the region bounded by the stable and unstable manifolds between successive crossings. It is mapped to an
infinite number of images, all with the same area according to the area preserving property of the map. The
boundaries of these images cannot cross, so as the regions approach the fixed point, the length of their base
decreases exponentially, and the regions stretch out. However complicated and confusing the trajectory in
this region, it thus gives us insight into the exponential divergence of nearby chaotic trajectories.

Sussman and Wisdom offer a partial visualization of this complicated structure in their textbook, which
they obtained numerically for the driven pendulum with m = 1 kg, g = 9.8m.s−2, l = 1 m, ω = 4.2

√
g/l,
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Figure 5: (Partial) numerical computation of the homoclinic tangle of the driven pendulum, with m = 1 kg,
g = 9.8m.s−2, l = 1 m, ω = 4.2

√
g/l, and amplitude A = 0.05 m. Image reproduced from the textbook

Structure and Interpretation of Classical Mechanics, MIT Press (2007), with permission of the authors. This
work is licensed under the Creative Commons Attribution NonCommercial-ShareAlike 3.0 Unported License.
To view a copy of this license, visit creativecommons.org.

and amplitude A = 0.05 m.

5 Small perturbations to integrable systems

5.1 Integrable systems

An N degrees of freedom system with N independent conserved quantities can be reduced to quadratures
and solved, as we have seen for the case of the axisymmetric top or the simple pendulum for example. Such
a system is called integrable.

We have seen in the case of the simple pendulum that the phase portrait can be divided in regions
corresponding to qualitatively different dynamics: the central region of the phase portrait was associated
with bounded oscillations, and the top and bottom regions corresponded to clockwise and counterclockwise
rotation about the pivot respectively. These different regions were separated by the separatrix, i.e. trajectories
that are asymptotic to the unstable equilibrium. This is a common feature of integrable systems, and it can be
shown that for each separate region of the phase space, one can choose phase space coordinates such that the
Hamiltonian describing the dynamics in that region only depends on the generalized momenta. If in addition
phase space is bounded, one can choose without loss of generality the generalized coordinates to be angles
that are 2π periodic. The generalized momenta associated with these angles are historically called actions,
and phase space coordinates constructed in this way are called action-angle coordinates. We introduce them
here because they are very helpful when analyzing the effects of small perturbations to integrable systems.
We will unfortunately not have the time to construct action-angle variables more rigorously in class.

Consider a N -degrees of freedom integrable system whose Hamiltonian does not depend explicitly on time,
and action-angle coordinates θ and J for a given region of the phase space of the system. The Hamiltonian
for the dynamics in that region is

H(θ,J) = F (J)

and Hamilton’s equations take the simple form
dJ
dt

=
∂H

∂θ
(θ,J) = 0

dθ

dt
= −∂H

∂J
(θ,J) = −∂F

∂J
= Cst

These equations are very easily integrated, and one finds, given initial conditions J(t0) = J0 and θ(t0) = θ0:
J(t) = J0

θ(t) =
∂F

∂J

∣∣∣∣
J0

(t− t0) + θ0
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This simple system of equations can describe an interesting variety of orbits. To study them, let us note
that ∂F

∂J has the dimension of an angular frequency, so we will write ∂F/∂J = ω(J) for the simplicity of the
notation. The equations for the phase space trajectories become{

J(t) = J0

θ(t) = ω(J0)(t− t0) + θ0

Equilibria

If ω(J0) = 0, then J(t) = J0, θ(t) = θ0 (for any θ0): the system is at an equilibrium point.

Periodic orbits

An orbit is periodic if all the coordinates and momenta return to the initial coordinates at some later
time. Each coordinate θk with frequency ωk(J0) 6= 0 is periodic with a period Tk = 2π/ωk(J0). If a system
is periodic, the period of the system must be an integer multiple mk of each period Tk. More specifically, let
d be the greatest common divisor of all the mk. The period of the system is

T =
mk

d
Tk

Let us focus on a system with two degrees of freedom, which will bring us back, as we will soon see, to
the driven pendulum. A solution is periodic if there exist two relatively prime integers p and q such that
pω1(J0) = qω2(J0). We say that the frequencies ω1 and ω2 are commensurable.

Quasi-periodic orbits

If the two frequencies ω1 and ω2 are incommensurable, the solution is said to be quasiperiodic. We can
then show that the trajectory in (θ1, θ2) space comes arbitrarily close to every point in that space: it is
dense in that space, a 2-torus. In addition, the motion is ergodic, meaning that the time average of a time-
independent phase space function computed along the trajectory is equal to the phase space average of that
function.

Surfaces of section for integrable systems

The surfaces of section of time-independent systems in action angle coordinates look very simple since
the momenta are constant and the angles move with constant frequency. Consider now a periodically driven
pendulum with zero drive. We can view time as an extra coordinate θ2, and surfaces of section are obtained
by plotting (θ1, J1) every time θ2 = 0 (corresponding to a full period of the drive).

Since J1 is constant, any trajectory in (θ1, J1) space for a given J1 is constrained to be along a horizontal
line. The time between two points in the surface of section is the period T2 = 2π/ω2 of θ2. Thus, the angle
between successive points is

∆θ1 = ω1T2 = 2π
ω1

ω2
= 2πν

where ν(J) = ω1/ω2 is called the rotation number. If ν is a rational number, a given trajectory only generates
a finite number of points in the surfaces of section: if ν = p/q, with p and q relatively prime, the motion is
periodic with period pT1 = qT2, so this periodic orbit generates q points. If ν is irrational, the orbit fills a
horizontal line densely.

Let θ̂(i) and Ĵ(i) be the ith point in a sequence of points on the surface of section generated by the
following trajectory

θ̂(i) = θ1(i∆t+ t0) Ĵ(i) = J1(i∆t+ t0)

The map M from one section point (θ̂(i), Ĵ(i)) to the next point (θ̂(i + 1), Ĵ(i + 1)) can be written in the
following simple form: (

θ̂(i+ 1)

Ĵ(i+ 1)

)
= M

(
θ̂(i)

Ĵ(i)

)
=

(
θ̂(i) + 2πν(Ĵ(i))

Ĵ(i)

)
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5.2 Poincaré-Birkhoff Theorem

We are now ready to address the question that has motivated our discussion of integrable system: what
happens to phase portraits and surfaces of section for systems given by a Hamiltonian that can be written
as the sum of a Hamiltonian H0 for an integrable time-independent system and a small perturbation H1?

Specifically, consider the system given by the Hamiltonian H

H = H0 + εH1

where H0(t,θ,J) = F (J) and ε� 1.
For small drive, the periodically driven pendulum has a Hamiltonian that can be written under this form.

We have not seen in class how to write H0 in action-angle coordinates, but to convince yourself that such
representation is relevant, consider the simpler system of a horizontal driven pendulum on a frictionless plane,
which may be called the driven rotor. Mathematically, this is just the driven pendulum with gravity turned
off. Following Section ??, we know that a Hamiltonian for such a system is

H(θ, pθ, t) =
p2
θ

2ml2
+A

ω

l
sin(ωt) sin θpθ −

mA2ω2

2
sin2(ωt) cos2 θ

When the rotor is not driven, A = 0, the Hamiltonian only depends on the conjugate momentum pθ. With
the small perturbation, the map Mε from one point in the surface of section to the other is(

θ̂(i+ 1)

Ĵ(i+ 1)

)
= Mε

(
θ̂(i)

Ĵ(i)

)
=

(
θ̂(i) + 2πν(Ĵ(i)) + εf(θ̂(i), Ĵ(i))

Ĵ(i) + εg(θ̂(i), Ĵ(i))

)

for functions f and g that depend on the Hamiltonian H1.
Suppose we are interested in determining whether periodic orbits of a particular rational rotation number

ν(Ĵ(0)) = q/p exist in some interval of the action a < Ĵ(0) < b. If the rotation number is strictly monotonic
in this interval and orbits with the rotation number ν(Ĵ(0)) occur in this interval for the unperturbed map
M then by a simple construction we can show that periodic orbits with this rotation number also exist for
Mε for sufficiently small ε.

This is how it works. If a point is periodic for rational rotation number ν(Ĵ(0)) = q/p, with relatively
prime p and q, we expect p distinct images of the point to appear on the section. So if we consider the pth
iterate of the map then we can conclude that the point is a fixed point of the map Mp. In other words, for
rational rotation number q/p the map Mp has a fixed point for every initial angle. Now, by hypothesis, ν is
strictly monotonic. Then, without loss of generality, we can assume that ν(Ĵ(0)) increases with Ĵ(0). Since
the rationals are dense in R, there exists a Ĵ∗ such that a < Ĵ∗ < b and ν(Ĵ∗) = q/p. We can then say that
(θ̂∗, Ĵ∗) is a fixed point of T p for all initial θ̂∗. In other words, the rotation number of Mp evaluated at Ĵ∗ is
zero. Since ν is monotonically increasing, the rotation number of Mp is positive for Ĵ(0) > Ĵ∗ and negative
for Ĵ(0) < Ĵ∗ (see Figure 6).

Figure 6: The map T k has a line of fixed points if the rotation number is the rational q/k. Points above this
line map to larger θ0; points below this line map to smaller θ0. Note that in our notation, T is M , k is p,
and θ0 is θ1. Image reproduced from the textbook Structure and Interpretation of Classical Mechanics, MIT
Press (2007), with permission of the authors. This work is licensed under the Creative Commons Attribution
NonCommercial-ShareAlike 3.0 Unported License. To view a copy of this license, visit creativecommons.org.

Let us now look what happens under the map Mp
ε . Points are mapped to slightly different point under

Mε than they do under M . However, by continuity, we expect that there still is an open interval (aε, bε) near
Ĵ∗ such that for Ĵ(0) in the upper end of the interval Mp

ε maps to larger θ, and for Ĵ(0) in the lower end of
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Figure 7: The map T kε is slightly different from T k, but above the central region points still map to larger
θ0 and below the central region they map to smaller θ0. By continuity there are points between for which θ0

does not change. Note that in our notation, T is M , k is p, and θ0 is θ1. Image reproduced from the textbook
Structure and Interpretation of Classical Mechanics, MIT Press (2007), with permission of the authors. This
work is licensed under the Creative Commons Attribution NonCommercial-ShareAlike 3.0 Unported License.
To view a copy of this license, visit creativecommons.org.

the interval Mp
ε maps to smaller θ. Then, again by continuity, for every θ̂(0) there is a Ĵ+(θ̂(0)) for which θ

does not change under the map Mp
ε (see Figure 7).

Since the map is continuous, Ĵ+ is a continuous function of θ. It can be shown that this function is
periodic, and can be represented as a periodic curve Γ0 in the (θ, J) plane. Let us consider the image Γ1 of
Γ0 under the map Mp

ε . Γ1 does not have to coincide with Γ0 because the momentum of the points on Γ0 can
change under Mp

ε . Γ1 is continuous by continuity of the map, and it is periodic for the same reasons that
explain the periodicity of Γ0 (which we have not provided here). Γ0 and Γ1 must cross. This is because in
general there is a barrier as a lower or upper bound on J0, and the area of the region between Γ0 and the
barrier is equal to the area of the map of this region, which is the region between Γ1 and the barrier. These
crossing points are fixed points of Mp

ε . Since Γ0 and Γ1 are periodic, the two curves must cross an even
number of times: there is an even number of fixed points. This is the Poincaré-Birkhoff theorem (see Figure
5.2).

Figure 8: The solid curve C0 consists of points that map to the same θ0 under T kε . The image C1 of C0

under T kε is the dotted curve. Area preservation implies that these curves cross. Note that in our notation,
T is M , k is p, θ0 is θ1, and C0 and C1 are Γ0 and Γ1. Image reproduced from the textbook Structure
and Interpretation of Classical Mechanics, MIT Press (2007), with permission of the authors. This work
is licensed under the Creative Commons Attribution NonCommercial-ShareAlike 3.0 Unported License. To
view a copy of this license, visit creativecommons.org.

The stability of the fixed points is determined as follows. If the map from Γ0 to Γ1 can be continued
along the background flow to make a closed curve, the point is an elliptic fixed point. It is a hyperbolic fixed
point in the opposite case.

6 Invariant curves

We have just shown that curves of surfaces of section of integrable systems with rational rotation numbers
do not survive when a small perturbation is added to the system. We found that the curves where replaced
with a chain of stable and unstable fixed points, with each stable fixed point surrounded by an island.
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Since the rational numbers are dense in R, one may wonder whether any curve survives perturbation. The
answer, provided by Kolmogorov-Arnold-Moser (KAM) in a beautiful piece of applied mathematics known
as the KAM theorem, is yes, provided the perturbation to the integrable system is small enough, and the
rotation number is irrational enough. The theorem and its proof are beyond the scope of the lecture. Still,
here is a piece of a hint of why this may be true. The size of an island decreases as the denominator of the
rational number associated with the island increases. In regions in which the rotation numbers are rational
numbers with large denominators, the island chains are thin (they make look like curves to the naked eye -
in that sense, rational numbers with large denominators approximately behave like irrational numbers), and
if the perturbation is not too strong there is room for invariant curves to survive.

7 A real life illustration: magnetic confinement fusion in toroidal
devices

7.1 Symplectic form for B

We start by considering a general toroidal coordinate system (r, θ, ζ) and write the vector potential A for a
magnetic field B = ∇×A using the covariant components of the vector:

A = Ar∇r +Aθ∇θ +Aζ∇ζ (3)

We know that there is gauge freedom for A: if A is a vector potential such that ∇ × A = B, then
A′ = A +∇Λ is also an acceptable vector potential to describe B, for any function Λ(x, t). The idea is to
construct a gauge function such that the vector potential takes a particularly simple form. To do so, define

U =
∫ r

r0

Ar(r′, θ, ζ)dr′ (arbitrary r0) (4)

χ = Aθ −
∂U

∂θ
(5)

Ψ = −Aζ +
∂U

∂ζ
(6)

Inserting these three expressions in Eq. (3), we find

A = χ∇θ −Ψ∇ζ +∇U (7)

The choice of the gauge is now clear: choose Λ = −U , so that

A′ = χ∇θ −Ψ∇ζ (8)

With this expression for the vector potential, we can easily compute the magnetic field as

B = ∇×A′ = ∇χ×∇θ −∇Ψ×∇ζ (9)

The representation for B in Eq.(9) is completely general. It is sometimes called a symplectic representation
of B.

7.2 Hamilton’s equations for the magnetic field lines

Let us now consider the coordinate transformation (r, θ, ζ)→ (χ, θ, ζ). The new coordinate system (χ, θ, ζ) is
well-defined provided the Jacobian J = ∇χ×∇θ ·∇ζ = B ·∇ζ 6= 0 (this is to be understood as a condition on
the angle coordinate ζ). In the new coordinate system, the field line trajectories are given by the differential
equations

dχ

dζ
=

B · ∇χ
B · ∇ζ

(10)

dθ

dζ
=

B · ∇θ
B · ∇ζ

(11)
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Figure 9: Cut at a fixed toroidal angle ζ of toroidal surfaces tangent everywhere to magnetic field lines in a
rotationally symmetric fusion device

Using the symplectic representation of B, we immediately find that these equations reduce to

dχ

dζ
= −∂Ψ

∂θ
(12)

dθ

dζ
=
∂Ψ
∂χ

(13)

Equations (12) and (13) are exactly equivalent to Hamilton’s equations for a particle with Hamiltonian
Ψ(θ, χ, ζ), canonical coordinate θ and conjugate momentum χ. ζ plays the role of time. Surfaces of section
for the magnetic field lines at a fixed toroidal angle ζ are thus expected to have exactly the same properties as
the Poincaré plots seen for the case of the driven pendulum. This is important from a magnetic confinement
fusion point of view since charged particles that make the hot fusion fuel tend to follow the magnetic field
lines very closely. The Poincaré plots for the magnetic field lines thus tell us about the topological nature of
the sets of constant pressure/density.

7.3 Axisymmetry

In axisymmetric systems, none of the quantities can depend on ζ. Thus, Ψ = Ψ(θ, χ). Using our analogy
with the pendulum, we then expect Ψ to be a conserved quantity along magnetic field line trajectories, just
as the energy was conserved for a pendulum whose Hamiltonian did not depend on time. It is very simple
to verify our intuition:

dΨ
dζ

=
∂Ψ
∂θ

dθ

dζ
+
∂Ψ
∂χ

dχ

dζ
(14)

=
∂Ψ
∂θ

∂Ψ
∂χ
− ∂Ψ
∂χ

∂Ψ
∂θ

= 0 (15)

Thus, each field line lies on a surface Ψ = cst. Because of the nature of the variables θ and ζ, these
surfaces are tori; the trajectories lie on nested toroidal surfaces defined by various values of the “energy” Ψ.
Contour lines of Ψ at a fixed angle ζ for typical magnetic field lines are shown in Figure 9. The toroidal
surfaces are the surfaces of revolution of these contours around the vertical z-axis.

7.4 Non-axisymmetric devices

When the axisymmetry is lost, the chaotic behavior observed for the driven pendulum is also observed for
the magnetic field lines. Magnetic islands form as well. This can be seen in Figure 10 showing the Poincaré
plot of the field lines of a inherently three-dimensional fusion experiment at a given toroidal angle ζ.

Ideally, one would want three-dimensional equilibria which only have nested flux surfaces, and do not have
any chaotic regions and islands. Both chaotic regions and islands are indeed detrimental from a magnetic
fusion point of view in that they lead to increased transport of particles and energy toward the edge of the
device. This can be seen as follows. When there are only well-defined flux surfaces, the excursion of a particle
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Figure 10: Poincaré plot at a fixed toroidal angle ζ for the magnetic field lines of an inherently three
dimensional fusion experiment (Image from A. Reiman et al, Fusion Science and Technology 51, 145 (2007))

away from a magnetic field line contour is very small compared to the radius of the device. Therefore, it
will take that given particle to collide with many particles for it to reach the edge of the plasma by jumping
from surface to surface in a random walk-like diffusion process. When there are islands, however, particles
in a magnetic island can go the full width of that island simply by following field lines. This is a much faster
process. If the islands are small as in Figure 10, this can still be acceptable. However, large islands have to
be avoided. Chaotic regions are associated with arbitrarily large radial jumps of the magnetic field lines and
thus have to be avoided for the same reason.
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